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Introduction


Cooper & Peters has developed a comprehensive suite of Windows 95-style user interface controls written completely in Java. They are completely platform independent, and in contrast to the standard Java AWT offering, provide the functionality one has come to expect in modern graphical user interfaces. The suite consists of four different packages:


The Foundation Library, which contains a comprehensive set of platform independent UI components.


RichText, which provides the basic functionality of a word processor.


Spreadsheet, which provides an Excel-like spreadsheet control.


GraphicsEditor, a flexible framework for interactive drawing, which provides the underpinnings for such tools as a user interface builder, an OOA/D tool, a schema editor, a network monitoring tool, or even a corporate org chart navigator.


Charting, which provides basic business charting components for displaying and manipulating chartable data.


This document begins by describing the components from a functional perspective, then gives an architectural overview of the underlying frameworks. Example widgets are then used to illustrate the framework’s capabilities.


Component Overview


The Foundation Library


Sun’s Abstract Windowing Toolkit (AWT) contains several basic components for UI development.  Unfortunately, these components are limited in scope, inconsistent across platforms, and have very basic functionality, with limited opportunity for extension.


User expectations towards applications have increased dramatically with the advent of Windows 95, and the basic components provided by Sun’s AWT are inadequate to meet their demands. To address this problem, we have crafted a comprehensive suite of UI components to meet user expectations.  Further, and perhaps more importantly, we’ve developed a framework upon which a broad range of powerful GUI applications can be created.


Basic Components


Bordered Panel


Our bordered panel acts just like a standard panel, but allows the developer to provide one of several borders: light and heavy 3D (both inward or outward), 3D etching, 3D embossing, a simple rectangle, and drop shadow.


�


The etched and embossed versions of bordered panels can also have a label, which provides a convenient mechanism for visually grouping and labeling several components.�



Enhanced Buttons


The button component provided in the AWT is very rudimentary; it only displays single lines of text, provides no image support, and does not continuously generate events while it is pressed.


To address this, we provide enhanced buttons, which come in two forms: simple pushbuttons, and two state buttons (ala checkboxes). In either case, the buttons can display an image, a label, or both.  The label may contain embedded newlines, allowing multiline text labels.  Further the orientation of the label relative to the image may be specified as well (above, below, to the left, or to the right of the image).





�





The border of the button may be removed, which yields more of a web browser style.  In addition, the border of the button can be explicitly set to any of the styles provided in a bordered panel, as well as any new border styles invented in the future (see the discussion on BorderDisplayers, below).


To provide maximum flexibility, many different images may be specified for the different button types (e.g. the “pushed-in” image may be different than the “pushed out” image).  This allows our buttons to be used as “subcomponents” of larger aggregate components that have specific requirements.  To minimize a developer’s efforts,  however, only the desired images need to be specified (e.g. the image for a disabled button will automatically be grayed if a disabled image is not provided).


In addition to the standard clicked event, enhanced buttons generate events while the mouse is held down.  This is useful for building composite components (e.g. scrollbars, spinbuttons, scrolling notebooks).


Gauges


These controls provide the ability to view a value within a given range (min/max).  Examples include boxed or continuous progress indicators, Consumer Reports-style rating indicators, or circular gauges.


�


Sliders


Sliders and scrollbars provide a way to visually edit a value within a range of values. We have provided a framework for creating sliders that makes it easy to create new styles and "looks". Since the standard AWT scrollbar did not meet the requirements for our various scrollable components, we also created a lightweight version of a scrollbar.


�


Entryfields


Many of our components required the ability to edit text (columnar lists, grids, property sheets, spin buttons), and unfortunately the AWT entryfield was too heavyweight and inflexible to meet our needs. The result was our own entryfield, which provides the additional flexibility needed in many modern applications. It has several capabilities not found in the AWT’s entryfield, including the ability to right justify text, the ability to specify any border style (including none at all), and the ability to grow and shrink as the text changes (as used in an editable columnar list). 


�


One of the obvious benefits of this flexibility is the ability to embed entryfields in controls wherever they may be useful, with whatever border appearance is appropriate. For example, a page layout program might want inline editing capabilities; one could simply move a borderless entryfield to the position the user clicks, and allow them to begin typing. The other advantage is extensibility. Whether one needs a password entryfield, a form-like labeled entryfield, or even a formatted entryfield, having the ability to extend an existing component makes the job considerably easier.


Enhanced Label


This component goes beyond the standard label by providing support for viewing multiple lines of text in a variety of configurations and alignments.  It supports wrapped text, three dimensional borders,  and both vertical and horizontal alignment (left, right, center, justified).


Image Viewer


Surprisingly, the AWT does not provide a control for displaying images.  We’ve filled this gap with our image viewer. The image may either be provided as an instance of Image, or as a URL string.  A border may be provided, and as with the enhanced label, it may be settable to any available border style.  Image orientation may be specified for both the horizontal and vertical directions (centered, left, right, top, or bottom).


Splitbars


To support the notion of paneled windows with configurable panel sizes, our component library includes both horizontal and vertical splitbars. These components give visible feedback when the user clicks in them and drags the mouse; when the user lets go, the panels that are dependent on the splitbar will be resized to reflect the new proportions the user wanted.


Standard Dialogs


Most programs today require the ability to prompt the user for some information, or alert them of some interesting event. This is commonly performed by helper dialogs, like message boxes, text prompters, and progress dialogs. The AWT lacks these basic workhorses, so we provided them in our package. 


The most common of these is the message box, which simply presents some information to the user, and asks them to press OK when they've finished reading it.


�


Another very common dialog is the OK/Cancel dialog, which can be used to ask the user a question, and get a boolean response from them. We have generalized this dialog to handle the various permutations that are useful: OK/Cancel, Yes/No, Yes/No/Cancel, each specified by a style. Further, the developer can specify the titles that are given to each of the buttons, in the event that these responses don't quite fit their needs.


�


We've also provided two types of prompters, to gather basic information from the user before continuing. These include the list prompter, which presents a list of items from which to choose, and the text prompter, which allows the user to enter some text.


�


�


Finally, to provide the developer with a way to give the user some feedback during lengthy operations, we've provided the progress dialog, which presents a bar gauge indicating the current percentage of an operation that has been completed. This dialog includes a cancel button, allowing the user to interrupt the operation.


�


Spin Editors


Spin editors are useful in many situations as effective replacements for simple entry fields, where the underlying model can be incremented or decremented.  They help emphasize the semantics of the underlying model, by displaying it visibly, and enforcing its boundaries during editing.


We currently provide four spin editors: date, time, integer, and string list.  The first three are similar; they maintain a spinnable editable field for each aspect of the underlying model.  When a field has the required number of digits, data entry is advanced to the next field. In addition, the user may use the appropriate separator (e.g. ‘/’ for dates), or the left and right arrows to advance to the next or previous field.  Using an underlying model, valid values are strictly enforced, potentially affecting other fields.


�


The fourth spin editor allows the user to select from a list of strings, like a dropdown list without the drop down.   This spin editor provides additional keyboard behavior when it has focus, to promote rapid keyboard selection: as the user types the beginning of a string, a matching item will be selected, and the prefix the user has typed will display in a different color. Specific keystrokes are provided for editing the prefix (e.g. expanding it to the largest unambiguous prefix).


In all spin editors, the underlying model may be either a direct representation, or an observable wrapper.  In the former case, the external client of the spin editor would receive change events through the normal event mechanism; in the latter, the objects will notify their observers when they are changed.


Formatted Entryfield


Formatted entry fields provide convenient hints for users to fill in data with a specific format.  A format is specified as a string, such as ‘(###) ###-####’ for a North American phone number, or ‘###-##-####’ for a social security number.


�


After a format is specified, the entry field is built from a group of entry fields and static fields, much like a spin button without the buttons.  As with a spin editor, when the number of characters for a particular field is entered, the entry field advances selection to the next sub-editor.  Similarly, when the beginning of a literal separator is typed, the entry field advances selection as well.  Model modification (and change notification) occurs when a subfield loses focus.


Notebooks


Notebooks are popular controls found in most modern user interfaces. They provide a compact, intuitive way of presenting large amounts of information in logical groups.


The notebook we provide is currently available in two styles: a three dimensional appearance, with tabs displayed  in one row across the top of the notebook, or a beveled appearance, with tabs across the bottom of the notebook (ala Excel’s worksheet metaphor). In both of these notebooks, if the tabs exceed the width of the notebook, scroll buttons will automatically appear, and a tear will be drawn on the right side of the rightmost tab.  


�


�


Notebook tab labels may either be simple strings, or more flexible displayers (described later in this document) which allow images, labeled images, or something currently unforeseen to be displayed within a tab.


The underlying framework for notebooks is designed to support different tab display styles, stacked tabs, and different orientations for the tabs (above, below, to the left, or to the right of the notebook), so these will be appearing soon.  Tabs that are to the left or right of the notebook will have the option of displaying text vertically or horizontally.


Enhanced Listboxes


The List box family of controls provides display and selection of items in a list in a variety of permutations.  Since the list box framework is built from small, pluggable pieces, lists can be constructed to provide a wide variety of presentation options and interaction styles.


Standard Listbox 


The standard list box duplicates much of the behavior found in the standard Java List class.  However, since it is part of a rich framework for lists, it adds capabilities and flexibility that go beyond the basics.  First, the underlying list model (see below) allows developers to go beyond the limited “fixed list of strings” approach. Items in a list may be arbitrary objects rather than strings, with converters and displayers taking care of the actual display. This gives one considerable flexibility and control over item display (e.g. color, justification, selection cell drawing) .  Further, items can be made editable, with full control in choosing  the embedded editor component (e.g. an entry field, or a spin editor). This feature helps avoid common and cumbersome list editing windows.


Full keyboard support is provided (e.g. pageup, pagedown, home, end).  In addition, generalized prefix matching (described above for string list oriented spin editors) is optionally available.


�


Columnar Listbox


Columnar Listboxes add the ability to display several columns of data for each item in a list.  The developer using a columnar list defines a list of columns which are responsible for managing the size, title, type, callback, displayer, converter, and editor for that column.  Since the columnar list box treats each column like an individual list, all features available in the standard list are also available for each column.  


�


Columnar list boxes may include a header which displays titles for each column.  This header also allows the user to size and select columns.  The default action for selecting a column is to sort it, but this behavior may be overridden with more domain-specific behavior. 


Since editors can be assigned for each column, the columnar list box makes the perfect control for displaying and editing database information.  Where many vendors use grid (spreadsheet) controls for databases, the free-form nature of a grid isn’t as effective as the columnar list box.


Hierarchical Listbox


Many structures common to software domains are hierarchical in nature.  To support this, we’ve provided a hierarchical listbox that allows display of tree or pseudo-tree structures such as file systems, web page links, organizational charts, etc. All a developer has to do is provide a list of objects that respond to a “tree item” interface, and potentially images to represent open/closed states for items with children. If the developer wants more flexibility, the tree display style is configurable (e.g. the plus/minus images and lines may be set). Further, since each item may be displayed with a pluggable displayer (see below), a developer can take advantage of tree behavior, while retaining total control over an item’s appearance.


The behavior of a hierarchical listbox can be combined with a columnar listbox.  In this scenario, a particular column is designated as the tree.


��



Spreadsheet Control


This control provides a subset of a full-featured spreadsheet such as Microsoft Excel.  It allows a user-definable number of columns and rows displayed as a grid.  Each column or row is independently sizable.  Cells and formatting are stored efficiently, using a sparse data structure and caching of formatting.


When data is entered into a cell, it is parsed to determine its type (string, number, time, date, or formula).  Using that type information, the user can format the cell using appropriate converters and displayers.  This provides the broad range of output styles found in products like Microsoft Excel or Microsoft Access.  In addition, the general displayer for each cell gives control over borders, fonts, colors and alignment (such as text wrapping within a cell).  As with all of our components, the converters and displayers can be replaced to provide even more display flexibility.





�


Basic support is provided for cell dependency.  Formulas can be entered using operators and functions to calculate values for cells based on other cells.  Presently, we support a limited set of functions, with the intent to increase our  function support.


One of the unique features of this control, compared to most modern spreadsheets, is that it is highly extensible.  By registering functions, a developer can add new abilities to the spreadsheet.  By creating new converters and displayers, the spreadsheet can support new data types such as charts or graphs.�



Rich Text Editor


Our rich text control provides basic word processing capabilities, with the ability to create text with multiple fonts, font styles, sizes and colors.  Both character formatting (font style, etc.) and paragraph formatting (justification, margins, indents, etc.) are allowed.  Automatic wrapping of text can be enabled.  Lightweight components may be embedded within the text (ala OLE, providing the ability to embed charts, spreadsheets, diagrams, etc.


��



GraphicsEditor


Many applications have the need to allow users to edit graphical information.  Analysis and Design tools use graphical editors to allow users to layout object structure diagrams, or object interaction diagrams.  Window building tools use graphical editors for laying out components.  Corporate directories could use the graphics editor to build an organizational chart browser.  Our GraphicsEditor framework is flexible enough to be used in a wide variety of applications.


Following are several examples of the types of applications that can be created with the graphics editor.


OMT Diagrammer


This example shows a standard OMT diagramming tool, useful for collaborative software design.  Each node represents an object or class, and each connection represents a relationship between the different entities.  These nodes and connections could easily be extended to be editable.


�











User Interface Builder


This example shows the typical “screen painting” application.  Components are dragged off the palette from the left, then placed, sized, and edited in a WYSIWYG fashion on the actual window they’ll be running in.


�








�
Org Chart Editor


This example shows a diagram of the structure of a corporate hierarchy.  Each node represents an employee, and relationships between employees are defined by connections.  When an employee is selected, editable information about the employee appears to the right in a property sheet.


�


�
Page Layout Tool


This example shows a page layout tool, ala PageMaker or Quark Express. Each element in the diagram is actually a complex lightweight component, moveable and sizeble on the canvas its been placed upon. 


�


�
There are several pieces which make up the GraphicsEditor system:


Diagram - The diagram component handles the basic behavior of editing graphical objects.  It allows selection of objects, nesting, and direct editing.  It supports cut, copy, paste, alignment, an editing grid, keyboard nudging – most everything expected of a modern graphical editor.  It defers as much behavior as possible to the graphic objects themselves to make it easier to modify or extend behavior.


GraphicObject framework - Included with the GraphicsEditor is a full complement of graphic objects:  rectangles, lines, circles, etc., as well as higher level components, such as widgets and OMT-style class objects.  Each graphic object can define its own set of properties which can be edited, can determine hit detection and intersection, and can provide a set of handles (usually small dots which appear around the object) for editing.  Many handles are included (for sizing, property setting, moving, and drawing connection lines) and it is easy to create new handles.  Graphic objects can be nested and formed into composite objects.  It is also easy to create dependent objects (such as connected lines, or labels on a connection line) which change in concert with other objects.  Connecting line graphic objects are included which can be straight or orthogonal, and use an effective algorithm to assure that objects are connected in an aesthetcially pleasing way.  It is easy to create way points in lines; a user just drags a point on the line to create a new joint.


Property Sheet - The property sheet is a generally useful mechanism for editing attributes or properties of an object.  It takes as an argument a list of CpProperties, which include a name, a type, and a value.  It presents these in a list for display and editing.  By default this is wired to the selection changed event in the diagram.  Thus, a corresponding property sheet allows a user to edit specific information about the selected graphic object (or more correctly, the model of the selected graphic object).  A screen shot is shown in the ListBox architecture section.


�
Charting


To support common business needs, we have built an extensive framework for displaying business graphics.  We have provided several different chart types, as well as a standard legend.  The chart types include 3D stacked data, 3D pie charts, regular pie charts, line graphs, and bar charts.   These include flexible and powerful subcomponents for displaying horizontal and vertical axes.  In addition, the charts are aware of “hot spots” within themselves, so popup tooltips can be employed to show values, and charts can be made “drillable”, by double clicking on particular portions of them.  The different chart types and the legend are show below. 





A Bar Chart�
A Stacked 3D Bar Chart�
�
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A Legend�



A Line Chart�
�
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A Pie Chart�



A 3D Pie Chart�
�
�


�
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Architectural Overview


As is evident from the component overview, our component library contains of a broad set of rich user interface controls.  To truly appreciate the value of this library and the possibilities it offers, however, requires an understanding of the powerful frameworks it relies upon.  We present below a general overview of the underlying architecture.


Design Goals


In designing these components, we were pursuing the following goals:


Quality (attractiveness, richness of behavior, smoothness)


Network Efficiency


Extensibility


Low Defect Rates and Maintenance Costs


Use of Existing Standards


Richness of behavior and attractiveness interfered with many of these goals, since they usually require large amounts of code, leading to tedious network download times and increased defects. 


It was unacceptable to simplify these components, so we relied on OO techniques and patterns to create a set of reusable building blocks that would provide rich behavior without sacrificing generality.  This allowed us to eliminate redundant code where behavior is common.  Further, by creating reusable subsystems to provide such rich behavior, future components that require such behavior will be made by simply plugging together pieces.


In the design of this framework, we’ve made use of several design principles and patterns that have helped tremendously in achieving an elegant solution:  


Rather than increase code size, contribute to industry fragmentation, and increase developer learning time, we decided to use standards wherever possible, specifically working within the confines of Sun’s AWT.


In the past, we’ve focused on speed at the expense of design elegance.   Although speed is critical, we’ve found the complexity of the code stifles extensibility, and we’ve often focused on the wrong area for optimization.  We now avoid premature optimization, deferring optimization techniques such as caching, to a later point in the design process.


To promote loose coupling and extensibility, we always favor composition over inheritance.  It can be very seductive to use inheritance to eliminate redundant code, but this often results in a brittle framework, which gets harder to change as it grows.  By owning rather than subclassing behavior, we gain flexibility at the expense of a little extra code.


When designing our components, we try to make sure responsibilities are kept in the right place.  Responsibility driven design assures us that we are making the correct decisions in class divisions.


In the first pass at designing components, it is easy to fall in to the trap of building monolithic pieces.  Only later, when the component is used in a myriad of ways does it become clear that monolithic pieces are not flexible.  We favor the use of small interfaces and classes to promote more pluggability.


Whenever possible, we define responsibility in interfaces rather than classes.  Sun failed to do this in certain areas (notably Component) and we, as well as others, pay the price in the lack of flexiblity.  Our approach is to define an interface as well as an abstract super class where default behavior is placed.  If a developer wishes to create a class outside that hierarchy, all they must do is implement the interface.


We have found many object-oriented patterns to be effective, especially class factories and flywheels.  We will continue to try to use recognized, effective patterns for clarity and reusability. 


Reusable Frameworks


Our components are built as an interconnected framework of reusable building blocks.  To appreciate their capabilities, one must understand the different subsystems and their capabilities.  Below is an outline of each, followed by several concrete examples of their use in the actual component classes.


Lightweight Components


In building our component library, the goals of code reuse and consistency have dictated that we build more complex components from simpler ones. As we prototyped the components, it quickly became clear that large numbers of components in an applet is overwhelming to the AWT. When you consider that each spin button contains as many as three entryfields and two buttons, the motivation for a lighter weight model becomes evident. 


To solve this problem, we've built a framework of lightweight components, or LCs, that do not use AWT resources.  LCs form the core of our technology, and allow us to provide services that are unavailable to most Java developers.


Lightweight components enjoy most of the capabilities of a real component, including component boundary clipping, local coordinates, the ability to contain children, and layout management. We've also built powerful extra features into our lightweight components: any LC can, for example, specify that it wishes to be have its display performed with double buffering to eliminate blinkiness, or that it wishes its display to be cached in an offscreen bitmap if its paint method is excessively slow. Additional niceties include the ability to add a border to an LC, the ability to set a help text string for any LC, and the ability to set popup tip text for any LC.


To work with existing components, the LC framework is flexibly designed to integrate in either direction. Regular components can be embedded in an LC hierarchy with a special LC wrapper, and an LC hierarchy can be wrappered in a real component.


Keyboard Support


For simple applications that are used infrequently, the mouse is an adequate device for user input. For applications with repetitive data entry however, the ability to use the keyboard is critical. 


For this reason, our framework provides extensive keyboard support. It includes support for component navigation with tabbing, automatic pressing of an OK and Cancel button (with the return and escape keys, respectively), and many of the components respond to the keyboard input one has come to expect from Windows 95 controls.


For example, the list components support the up and down arrows, Home and End keys, and first character matching. The notebook component allows you to arrow between tabs. Spin buttons use the left and right arrows to shift between fields, and the up and down arrows to increment and decrement. Entryfields support left and right arrow to move by character, as well as Home and End. Further, holding the shift key down with any movement key will extend the selection. The graphics editor supports the arrow keys for nudging of LCs, up, down, left and right, as well as the delete key, to clear LCs.


Double Buffering Support


A primary attribute of an attractive user interface is smoothness, and the ability to perform drawing operations offscreen before blitting them to the screen helps this tremendously: blinky display is eliminated, Z-ordered drawing is enforced as if by magic, and display of complex images can be cached.  To this end, our lighweight components provide optional support for transparently handling offscreen drawing.  This frees the user of the framework from the tedium of managing offscreen images.


Bordering


With 3D effects so in fashion, it is useful to add a border to a component.  Our abstract classes provide a means to add a border without affecting the behavior of the underlying component’s client area.  Further, with the use of pluggable border displayers (described below), a component’s border can easily be switched to whatever look comes into fashion.


Observable Interface


The AWT has several unfortunate examples where generality is missing, and one of them is the event mechanism. The only objects that can receive events are Components, which leads to a lack of flexibility. To avoid this without introducing a new concept to users of the framework, we made use of the Observer/Observable mechanism to report events.  This mechanism is similar to Javasoft’s new event notification mechanism, and we will be migrating to theirs as JDK 1.1 is released.


Displayers


There are many common displayable features in user interface components, that if made reusable would make a developer’s life much easier. 3D borders, aligned text, and aligned images are just a few. To meet these needs, we’ve created an interface, CpDisplayable, and many different concrete implementations of it. In our framework, whenever there is an opportunity to use a displayer rather than something more specific like a string, we provide the option. This gives developers considerably greater flexibility in using the components. For example, the tabs in a notebook or the face of a button can easily display an image instead of text; or an item in a list can use a specific model-oriented displayer rather than text.


Some of the displayers we’ve implemented are:


String Displayers


These are displayers that act on text. The most powerful of them, CpGeneralStringDisplayer, supports different horizontal and vertical alignments  (including justification), grayed text, margins, text wrapping, automatic ellipsis display for clipped text (e.g. "Some text th...") and embedded carriage returns. Another example is the CpPrefixedStringDisplayer, which displays a prefix of a string in a different color than the rest (this is used in prefix-matching auto-completing listboxes and spin buttons).


Border Displayers


These are displayers that draw a border, and maintain four insets. Any lightweight component can be given a border displayer, providing great flexibility over its appearance. They are used in everything from bordered panels to spin buttons to image buttons to listboxes. Since they respond to the same interface, switching border styles on an LC is trivial.


Value Displayers


Value displayers display a value within a range of values.  Common examples are the different gauge styles (boxed, bar, bar with percentage); they could also include circular pie charts or bitmap oriented bars.  In addition to being useful for gauges, these displayers are designed for more general uses, like a business graphics package. 


Image Displayers


These displayers display images.  They support different horizontal and vertical alignments, whether an image should be scaled, and whether the image should be automatically grayed or not.


Converters


Converters provide a mechanism for converting from one object instance to another.  At present, the most common converters are those that convert from an object to a string.  In the future, we intend also to convert from a string to an object, using instance-specific parsers.  


Some converters are very configurable.  In database applications, for example, dates, times, and numbers often have format strings which represent a particular output style.  To accommodate this approach, we’ve created several format string-oriented converters (dates, times, and numbers), which use the rich Microsoft Excel/Access database-style format strings to determine how they should output.


To promote generality, we’ve provided a static mapping mechanism from an object’s class to its converter.  Most general types are supported, and if a designer wishes a class to have a specific converter, the class can implement an interface which answers its ‘ToStringConverter’.  The mapping mechanism will then ask the object for its converter, rather than using its built in map.


With Javasoft’s new JDK 1.1, converters are provided by the base system. We will be migrating to these soon.


Scrolling


All of our scrollable components use the same powerful scrolling framework, providing drag scrolling, automatic update of scroll bars, optional horizontal and vertical scrollbars, and an optional pop-up scroll indicator.  The scroll indicator can pop up to provide context when the user drags the scroll bar.  Rather than take the time to scroll the list in real-time, the indicator can display the item to which the user has scrolled (ala products like MS Word, Quicken and MS Excel).  In general, scrolling is as transparent as it can be for components which need scrolling behavior.


Popup Windows


A feature missing in the AWT is the ability to pop up a blank window within a window. Instead, any window that is popped up is likely to carry the Java security decoration, which is aesthetically inappropriate for such components as popup menus and comboboxes. We have provided support for this in our LC framework; any LC can be popped up at an arbitraray location within the bounds of its real component. An example popup control can be seen in the color toolbar button in the word processor example. 


In addition,we've provided automatic support for popping up a short descriptive string  (tip text) over any LC if the user rests the mouse over the LC. All a programmer has to do is set the tip text for an LC, and it will automatically pop up at the appropriate time. You can see this used in the toolbars of the word processor, spreadsheet, and graphics editor examples. 


Further, a developer can make use of the current mouse location to determine what the tip text should be. For example, a charting application might use this to determine which pie slice or bar the mouse is over, so that it can pop up the appropriate value.


Image Management


An issue introduced by attractive user interface design is the management of images. Any components that use images themselves must load the images manually, in all likelihood over a network. The standard Java mechanism for loading images is asynchronous, which has significant implications for user interface component developers: rectangles are often incorrect during the framing process, and unattractive continuous repaints are necessary until the image completely appears.  


To address these issues, we've created an image management class that handles the registration and retrieval of images. It maintains a cache of images, and when an image is requested, if it is not present in the cache, the image manager retrieves the image, blocking until the image is instantiated. If any other registered images are not in the cache at this time, they are retrieved as well, in parallel. This strategy allows the designer to take advantage of synchronous image retrieval, yet provides a performance boost from multiple images being retrieved in parallel. 


Another image management issue is the latency time of retrieving several images. The performance hit of retrieving most images is in the time it takes to actually set up the retrieval connection, and a significant speedup can be realized by getting the images all at once. Javasoft’s new JAR files will help (when they come readily available), but will still require disk access for each image. To solve this problem, our image manager supports the notion of a packed image, which consists of several images put together, with registered bounding boxes for each sub image. Further, to make creation of such images easy, we've built a tool that generates the packed image, as well as the code for creating the registered bounding boxes.


Image Filters


Java’s AWT provides a powerful mechanism for filtering images.  We’ve provided two useful filters that support much of our UI: CpGrayedImageFilter and CpRotatedImageFilter.  The former takes any image and converts it to a grayed version.  This gives image oriented controls the ability to display themselves as disabled without extra work.  The CpImageDisplayer uses this filter in this manner.  CpRotatedImageFilter is used in our notebook to support vertical tabs.  This is required, since Java does not yet support rotated text.


Attachments


Java’s LayoutManager mechanism is very powerful, yet Sun’s designers placed significant emphasis on grid-like behavior, and most Java applets we see today are unattractive because of this.  To provide more flexibility, yet maintain system independence, we supported the notion of attachments, as made popular by X Windows.  Our attachments support attaching a component to its parent, or to another sibling component, on any of the four sides.  In addition, we support the ability to center a component either horizontally or vertically, relative to either its parent or to another sibling component.


Offsets are currently in pixels, but we expect to add other units in the future (twips, himetric, lometric, hienglish, loenglish).


Miscellaneous


Timed Interval Acceleration


Quality controls often exhibit the behavior of speeding something up as the user continues to hold something down.  When a spin button is pressed for example, or a user drag scrolls in a listbox, they typically expect their time not to be wasted.  To support this nicety, we’ve provided a mechanism for plugging a CpTimedIntervalPolicy into any control that requires an amount to change over time.  The policy is an interface, and can be changed as desired.  When a user first depresses a spin button, the numbers change slowly.  The default interval policy ramps that up exponentially.


Picture Format Scanner


Both converters and spin fields make use of typical database-style formatting strings.  The process of scanning these strings requires a bit of code, and adds to the total footprint.  To minimize the impact of this, we’ve generalized the process into a scanner that allows different subclasses to perform different actions when a token is recognized.


An Illustrative Example


To help illustrate the approaches we’ve taken, it may be helpful to discuss the general architecture of one of the components.  We’ll use our listboxes as an example to highlight the framework.  


There are four distinct tasks that listboxes perform:  getting items, displaying items, selecting items, and editing items.  We have developed four different subsystems to handle these, and they are independently replaceable and extensible, allowing the addition of new functionality.


The List Model (“getting items”) - In typical GUI systems, to populate a list box, the programmer passes in a list (array, vector, ordered collection) of strings on which the list box operates.  Some systems add the flexibility of allowing the developer to draw their own items, but they still often require passing in a list of dummy items.  This can be restrictive, in that it forces all items to be available immediately.  This is not a reasonable restriction in programs that display huge data sets or data that has yet to be completely retrieved from a server.  It also limits flexibility.  If a developer has a “list-like” data structure already, they are often forced to pull data out of that structure and put it into the list structure (array, vector) that the list box requires.  Our lists provide an interface, CpListModel, which provides generalized list behavior, such as getting items at an index or reporting the total size of the list.  The default list model wrappers a Java Vector, but a developer simply has to implement the CpListModel interface to provide their own list structure.  As an example of the power of this flexibility, we plan to provide an asyncronous, caching list model for large net-based data sets in the future.  


The list model concept is extended with a CpTreeModel for hierarchical lists, which provides behavior such as returning the children of an item, or responding whether or not an item is expanded.


Displaying Items - Again, modern GUI systems can be very limiting in their options for displaying list items.  Most systems require passing in a list of strings, requiring conversion of an object model to a string for display.  Alternatively, many systems allow you to display your own items, but if you choose that option, you are on your own in displaying your items, having to make low-level pixel-oriented calculations for drawing your items.  Further, with columnar lists, some GUIs require you to pass an array of strings for each item.  So much for objects!


Our display system is very flexible.  For a standard list box, there are four approaches:


List Model displays items - The list model is told to paint an item i.  This gives developers the flexibility to draw derived items that the list model calculates.  For instance, one might need to display a list of monthly payments for a sequence of mortgage values.  Rather than computing these ahead of time and storing them in a Vector, a developer can compute the values and paint them on the fly.�
Items display themselves - Items implement the CpDisplayable interface, and are passed a Graphics and a rectangle in which to paint.  Like an owner drawn list in MS Windows, this provides maximum flexibility and requires maximum responsibility.  Our demo uses this type of list to display a list of QuickenTransactions, which uses the paintIn method in QuickenTransaction.


�


A displayer in the list box displays the items - When the developer instantiates the list, they set a displayer for the list box (more specifically, an object which implements the CpModelSelectableDisplayer interface).  When an item needs to be drawn, the list sets the displayer’s model to that item and tells the displayer to paintIn a particular rectangle.  Our package includes rich displayers for strings, dates, images, booleans, etc. which give control over justification, color, selection type, font, and borders, making the process of creating a “look” very simple.  In addition, this allows the items which are held by the list model to keep their type and not have to be converted to strings.  Optionally, the list holds a converter, which can convert an object to a string.  We also include sophisticated converters to convert dates, times, and numbers to strings in a wide variety of formats (see the sections on displayers and converters).  Since developers can create their own displayers and converters, list boxes can be infinitely extended.  And those same displayers and converters can be reused in the spreadsheet, in the formatted label, in spin buttons, and other widgets.


A displayer for each item displays that item - this option is similar to the previous option, except that it allows each item to return its own displayer and converter.  This allows for heterogeneous objects to be displayed in lists.  This approach is very effectively used in creating property sheets, which show a list of properties for a particular object, with each item displaying in an appropriate way depending on its type:


�


For a columnar list box, this display model can be generalized in that each column can now decide to display itself, use the list box displayer, or rely on the item’s displayer for that column.  In fact, the tree list “look” is implemented by a CpTreeItemDisplayer which displays the plus or minus icon and “wraps” the displayer for that column.


Selecting Items - The primary job of list boxes is to allow users to select items on which to operate.  Depending on the application, list boxes can have a variety of selection policies.  Most modern GUIs allow single or multiple select set by a style flag, which is not flexible.  In our framework, the selection behavior is implemented in the CpSelectionModel interface.  The default selection model allows for single and multiple select, handling extended selection (shift select) and toggle selection (control select).  However, the developer has the option of replacing or subclassing that model to provide different behavior (for instance, an application might require users to select items by double clicking them).


Editing Items - Using other controls such as spin buttons and formatted entry fields, we have provided editors for common model types, such as dates or boolean values.  We have provided an interface, CpEditor, which allows developers to create new editors for specific data types.  It would not be strange to have a list of numbers which can be edited with a corresponding slider, or even a list of diagrams, each of which can be edited with a diagram editor when the editor is activated for that item.  Editors are owned by the list and hidden when the list is hidden, or scrolled when the list is scrolled.  Events are posted when items are edited, and optionally the editor can modify the item in the list model automatically.


Conclusion


Usable OO frameworks are not easy to create, and require experienced understanding of the problem domain and multiple iterations to get right.  A developer must focus both on the big architectural picture to make the frameworks flexible and extensible, as well as the little details that make the difference between a quality user interface package and so many mediocre ones.


The components framework is Cooper & Peters’ third pass at GUI components, following two Smalltalk UI frameworks, Widgets/V and SubPanes/V.  The rich text editor and diagrammer designs benefited significantly from our experience writing a syntax color highlighted coding editor (edIt), and a user interface builder (WindowBuilder).  Overall, this framework represents a wish list we’ve been accumulating for over seven years.  
























































If you have any questions or comments regarding this document, please contact Ted Peters or Ken Cooper at ted@cooper-peters.com or ken@cooper-peters.com, respectively.
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